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THE GOAL: Which storage engine and tuning is best for an application?
Put((5, -10)), Get(5), Put((7, -17)), Get(10), Get(5), Get(7), Get(10), Put((5, -17))

N,

= RocksDB ‘i . WIREDTIGER

: tio? m .' @\ X\ node size?

size ratio? P /’ ) \ 5

buffer size? B _ fanout:
| — many storage engines,

L : many knobs

AVERAGE-CASE ANALYSIS: A Distribution-Aware Framework
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USE CASES: How can these models be utilized?
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Compare designs Automate selection Search design space Create self-designing storage engine
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